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Abstract: In this paper we investigate a direct adaptive learning-based tuning strategy for
the control of an underwater vehicle under unknown disturbances. This process can be seen
as a double integrator without delay and is usually regulated using a PD/PID type controller.
A trade-off between performance and robustness may be found when tuning their parameters
because a single optimal controller for multiple operating condition does not exist. Therefore,
we use a re-parametrization of the PID controller gains in a space of poles where controller
stability is guaranteed. We propose to use the maximum entropy deep reinforcement learning
algorithm called SAC to explore this space. The adaptation procedure is able to capture a great
variety of desired pole locations in order to adapt to process variations without measuring them.
Simulation outcomes show the advantages of this approach.
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1. INTRODUCTION

Operating in a constantly perturbed marine environment,
autonomous underwater vehicles (AUVs) must compen-
sate for wave and current induced forces acting on their
body. In this context, a common practice is to employ
a PID type control law with fixed parameters that are
typically obtained using model-based optimization theory.
Although PID controllers can be made to work reasonably
well under static known environment conditions, the per-
formance of the fixed parameter controller may diminish
under adverse conditions when exposed to large dynamic
variations in the process. Performance of PID regulators
can however, be improved considerably by accommodating
such changes using online PID regulator tuning techniques,
such as adaptive control theory [O’Dwyer (2006)].

Adaptive control methods are widely used in the context of
dynamic processes and provide, what seems to be, an ideal
framework for automatic tuning of regulators. New tuning
techniques are emerging from the development of data-
driven theory [Brunton and Kutz (2019)]. The well-known
model-free adaptive method, Extremum Seeking [Ariyur
and Krstić (2003)], has been proven to compensate for un-
characterised and unmodelled process variations. Machine
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Fig. 1. Parameter cube representation for adaptive Pole-
Placement control. The continuous space of possibles
poles is restricted to stable locations. It is explored by
a deep reinforcement learning algorithm (yellow lines)
that feed these parameters to a PID controller to
derive the gains and thus the control law. This guaran-
tees adaptability while converging to the steady-state.

Learning based model-free adaptive methods have been
suggested to tune PID regulators [Jayachitra and Vinodha
(2014)]. Deep Reinforcement Learning techniques (DRL)
in particular, have shown great performance as optimiza-
tion methods for model-free adaptive scheme. They exploit
the strong abilities of artificial neural networks (ANNs) to
perform nonlinear mapping between sensor feedback and
control inputs directly in closed-loop systems.
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Nevertheless, the stability analysis remain difficult to
derive in the ANN framework. There is no theoretical
guarantee of performance and ANNs tends to be over
parameterized which results in poor performance under
real conditions. The contribution of this work can be
summarized in two parts: 1.) we propose a learning-based
tuning procedure for the adaptive Pole-Placement of a PID
controller which ensures stable poles selection despite us-
ing ANNs, and 2.) we modified and extended the method
that we originally designed for an aerial vehicle [Chaffre
et al. (2021)] to the underwater environment and show
the ease of applying it to a new class of process.

This paper is organized as follows: Section 2 reviews
related work in DRL-based adaptive control for AUVs,
Section 3 presents the simulated robotic platform and en-
vironment used, and in Section 4 a complete description of
our approach is provided. The DRL-based tuning strategy
is detailed in Section 5. Results obtained from testing
the controller within a realistic simulation environment
are provided in Section 6 to demonstrate the effective-
ness of our proposed learning-based adaptive controller.
In Section 7, the paper concludes with a discussion of the
performance of the proposed approach.

2. RELATED WORK

In the underwater domain, process variation can occur in
many forms and qualities [Fossen (2011)]. Among others,
currents are often the dominants forces acting on an AUV.
They are difficult to counter because they are caused
by multiple phenomena mixing together such as: tidal
movement, surface wind, heat exchange at the sea surface,
salinity changes or density variation in higher depths. It
is commonly assumed that sea currents vary slowly with
time and therefore they are usually represented as a static
and uniform force. This way, they can theoretically be
compensated for by including an integral action.

Nevertheless, in practice the frequency of the current
induced forces vary much more than assumed because they
are also influenced by the velocity and heading of the
vehicle. In addition, the motors and thrusters efficiency
can also vary significantly during operation. It is therefore
almost impossible to re-tune the control parameters using
linear feedback control methods. The field of adaptive
control theory has emerged as a solution to tackle this
type of process. This broad family of techniques aims at
allowing the control law to hold some flexibility by means
of online parameters refinement. It has been used widely
in the underwater context where the principal sources of
disturbances (i.e. wind, waves and current) are mostly not
observable. Recently, more concerted effort has been put
in the design of adaptive controllers using DRL in order
to adapt to a wide range of operating conditions.

In [Carlucho et al. (2018)], the Deep Deterministic Policy
Gradient (DDPG) algorithm developed by [Lillicrap et al.
(2016)] was used to teach an AUV how to perform a way-
point rallying mission. They took as inputs the position of
the vehicle, its positioning error, its velocity and the last
actions performed. The DDPG algorithm was then trained
to directly map the thruster commands to these input
variables in order to reach a waypoint. They designed a
reward signal that is a function of the error of the distance

to the target point to train the agent. Simulation results
proved that the controller is able to complete the task
even when facing unexpected fault scenarios (i.e. not seen
during training). Indeed, the agent was able to complete
the task even when facing a thrust reduction of 90%
(despite undershooting the goal before reaching it in this
case). These results showed the adaptive abilities of ANN-
based adaptive control strategies.

The DDPG algorithm was later used in [Wang et al.
(2018)] to perform adaptive trajectory planning for multi-
ple AUVs with the added objective of satisfying constraints
related to kinematics, communication range and sensing
area. To do so, they designed a specific cost function and
modified their Experience Replay approach. The first in-
cluded terms that transcribe the field uncertainty, the cost
of the trajectory and the constraints induced by the tra-
jectory. In addition, they decided to store past experience
of the agent (using the Experience Replay technique) that
specifically satisfy the communication range and sensing
area constraints in distinct replay buffers. The gradient
updates are then applied to those transition that satisfy
both requirements resulting in a policy that chooses ac-
tions that comply with the constraints. Simulation results
showed that their approach is able to achieve a perfor-
mance matching that of a benchmark method that assumes
perfect knowledge of the field hyper-parameters.

From another design point of view, the DDPG algo-
rithm was more recently combined with a Proportional-
Derivative (PD) controller in [Knudsen et al. (2019)] for
the station keeping of a Remotely Operated underwater
Vehicle (ROV). Such controllers are denoted as learning-
based adaptive controllers and can be seen as a mix of
model-based and model-free control schemes. The hybrid
controller was evaluated through simulations and real life
experiments. The results proved that the hybrid controller
is able to compensate for unknown external disturbances
thanks to the DRL tuning while ensuring cautious control
of the known part of the process with the PD controller.

As mentioned above, DRL techniques are increasingly be-
ing used in control and efforts are being made to combine
them with classical control scheme, taking advantage of
both model-based and model-free theory. Following this
idea, we present a hybrid adaptive control strategy for the
control of an AUV in the presence of unknown sea currents.
In contrast to [Knudsen et al. (2019)], it is based on a PID
controller. The gains of the PID controller can take a wide
variety of values and their bounds are not trivial to choose
for tuning. One could need many disparate values of gains
in order to be overly conservative to satisfy many operating
points. Some terms might also need to be removed at
some point for safety or power conservation needs. Instead
of using a DRL algorithm to directly explore the space
of gains, our objective is to express them in a different
space, as large as possible, where bounds and control
performance criterion are easy to derive. For this purpose,
the PID controller has been re-parametrized using a Pole-
Placement strategy. It allows us to convert the gains in
the poles domain. The poles are then tuned in this space
by using the maximum entropy DRL algorithm called Soft
Actor-Critic [Haarnoja et al. (2018)]. The resulting poles
are then transformed back into the space of gains and the
PID control law is finally applied as illustrated in Figure 1.

3. AUV SIMULATION AND MODELLING

3.1 ROS packages

Because DRL algorithms are sample inefficient and their
initial behavior can be unpredictable and possibly risky
for robotic platforms, it is mandatory to perform their
training in realistic simulators. If realistic enough, the
simulator can theoretically provide an infinite amount of
training data and the reality gap can be reduced with
Domain Randomization [Tobin et al. (2017), Sadeghi and
Levine (2017)]. For this purpose, we used the ROS [Quigley
(2009)] package called UUV Simulator [Manhães et al.
(2016)], to train our controller. This package provides
a Gazebo-based simulation of underwater environments
and the possibility to use the existing RexROV2 platform
[Berg (2012)] as a test vehicle. In addition, it is also
possible to simulate several disturbances including sea
currents. They are simulated as an uniform force in the
Gazebo world, represented by a linear velocity vc (in
m.s−1), an horizontal hc and vertical angle jc (in radians).

3.2 AUV model

A ROV platform can be modelled using the general equa-
tions of motion for a marine craft, which can be written
in the vectorial form according to [Fossen (1994)] as:

η̇ = JΘ(η)ν

Mν̇ + C(ν)ν +D(ν)ν + g(η) = δ + δcable
(1)

where η and ν are the position and velocity vectors
respectively, δ is the control force vector and δcable is
the vector describing the umbilical forces from the cable
attached to the ROV. The RexROV2 is a ROV-type
platform provided in UUV Simulator. It is propelled by
6 thrusters (complete details on its equation of motions
are provided in [Berg (2012), McCue (2016), Yang et al.
(2015)]). The control vector u is obtained by transforming
the actuator force vector:

δ = T(α)Ku (2)

where T(α) ∈ Rn×r is the thrust allocation matrix ; K is
the thrust coefficient matrix ; δ is the control force vector
in nDOF and u ∈ Rr is the actuator input vector. The
package [Manhães et al. (2016)] allows us to setup a vector
of thruster contribution for every DOFs (for clarity, sin(·)
and cos(·) are denoted as s· and c· below):

Ti =




Surge
Sway
Heave
Roll
Pitch
Yaw



=




cθcφ
sθcφ
sφ

−Zsθ + Y sφ
−Zcθ +Xsφ
−Y cθ +Xsθ




(3)

These vectors are then assembled into a thrust allocation
matrix T = [T1, . . . , T6] which decribes the relationship
between propeller thrust and the vehicle speed (its cal-
culation is available in [Carlton (2018)]). Using this al-
location matrix, the control inputs u are transformed as
u = [vx; vy; vz;ωψ;ωθ;ωφ]

T where [vx; vy; vz]
T are linear

velocity inputs (in m.s−1) and [ωψ;ωθ;ωφ]
T are torque in-

puts (in radians) expressed in the reference frame attached
to the center of mass of the simulated RexROV2 platform.

4. A PID CONTROLLER WITH DIRECT
POLE-PLACEMENT

The control objective treated here is to control the AUV
at a fixed velocity and orientation Λref with Λ̇ref = 0.
We define the error as e = Λref − Λ. We take into
account the wave-generated disturbance by considering the
steady-state error variable σ =

∫ t

0
e(τ)dτ . The proposed

control strategy is based on a classical PID applied on
each axis. Unfortunately, the gain tuning is not easy and a
reinforcement learning method is used to do it. In order to
accelerate and make it easy to interpret, the PID controller
is seen as a double integrator with a state-feedback. This
gain mapping is then easier to tune as shown in Section 5.

4.1 State space system

The augmented model with the state vector X = [σ, e,Λ]
becomes

d

dt

[
σ
e
Λ

]
=

[
0 1 0
0 0 1
0 0 0

]

︸ ︷︷ ︸
A

[
σ
e
Λ

]
+

[
0
0
1

]

︸︷︷︸
B

u (4)

The PID control law is defined as

u = kpe+ kiσ + kdΛ (5)

where max(kiσ) = 2000 for anti-windup compensation and
u(t) ∈ [−2000;+2000]. We consider the control objective
to be achieved if the value of each errors ei on the setpoint
Λrefi stays around a predefined percentage χ of the desired
value over a predefined time period of ς steps.

4.2 Pole-Placement strategy

The PID state-space representation is given by

Ẋ = (A−BK)X (6)

Among the various possible procedures that can be used
to determine the gain K, a fundamental technique consists
of assigning a set of specific values, P = {λ1 λ2 . . . λn}, to
the eigenvalues of the feedback loop A− BK. Given that
these eigenvalues determine the poles of all the transmit-
tance where the associated state matrices are involved, this
procedure is denoted as Pole-Placement. We can define a
(normalized) Control Polynomial as

C(s) = sn + c1s
n−1 + · · ·+ cn−1s+ cn (7)

whose roots are the λi and assign it as the characteristic
polynomial of A−BK with

C(s) = det(sI − (A−BK)) (8)

Equations (6) and (8) yield

|A−BK − λI| =

∣∣∣∣∣
−λ 1 0
0 −λ 0

−ki −kp −kdλ

∣∣∣∣∣

= −λ

∣∣∣∣
−λ 1
−kp −kd− λ

∣∣∣∣−
∣∣∣∣
0 1

−ki −kd− λ

∣∣∣∣

(9)
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3. AUV SIMULATION AND MODELLING

3.1 ROS packages
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η̇ = JΘ(η)ν

Mν̇ + C(ν)ν +D(ν)ν + g(η) = δ + δcable
(1)
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sφ

−Zsθ + Y sφ
−Zcθ +Xsφ
−Y cθ +Xsθ




(3)
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This can be rewritten as

|A−BK − λI| = −λ(λ(kd + λ) + kp)− ki

= −λ3 − λ2kd − λkp − ki
= 0

(10)

This is true if and only if

λ3 + λ2kd + λkp + ki = 0 (11)

In order to maintain controller stability, the poles of (11)
must be placed in the left half-plane (i.e. A − BK is
Hurwitz) which ensure convergence of the controller to
steady-state without oscillations. For this purpose, the
poles of the controller (5) must be solutions of the equation
(11). The desired poles τ1 > 0, τ2 > 0, τ3 > 0 are then
defined as

λ1 =
−1

τ1
; λ2 =

−1

τ2
; λ3 =

−1

τ3
(12)

The Pole-Placement design can be written as



−1
τ3
1
+ kd

τ2
1
− kp

τ1
+ ki = 0

−1
τ3
2
+ kd

τ2
2
− kp

τ2
+ ki = 0

−1
τ3
3
+ kd

τ2
3
− kp

τ3
+ ki = 0

(13)

Since τ1, τ2 and τ3 are solutions to (11), it follows that



1 −1

τ1
1
τ2
1

1 −1
τ2

1
τ2
2

1 −1
τ3

1
τ2
3



[
ki
kp
kd

]
=




1
τ3
1
1
τ3
2
1
τ3
3


 ⇔ MKT = N (14)

Finally, the gains of the control law (5) are obtained with
KT = M−1N as

ki =
1

τ1τ2τ3

kp =
τ1 + τ2 + τ3

τ1τ2τ3

kd =
τ1τ2 + τ1τ3 + τ2τ3

τ1τ2τ3

(15)

This mapping allows optimisation of the exploration space.

4.3 Choice of closed-loop poles

The performance of a Pole-Placement controller is directly
related to its poles location which make their tuning a
critical task. There exist a set of fundamental design rules
to guide this choice [Chilali and Gahinet (1996)] but in
general one should not choose closed loop poles that are
highly negative, making the system fast responding (in the
frequency domain) which leads to large bandwidth and
thus amplification of noise.

In our case, with the design (12), for any value of τi > 0,
the poles of the controller are placed in the left half-plane
which ensure its stability. This leaves us with the settling
time requirement to define in order to bound the value of
the poles. In accordance with the control objective (4.1),

we define the desired settling time of the close-loop control
ς = 10 seconds as the time after which we want the system
outputs to stay within χ = 2.5% around its desired values.
The upper bound of the poles is derived as

λmax =
ln (χ)

ς
=

ln (0.025)

10
= −0.368 (16)

Therefore λi � λmax (12), from which we can derive the
upper bound of the poles

τmin < τi �
1

−λmax
= 2.710 = τmax (17)

We choose τmin = 0.1 because for lower values the control
inputs are too expensive in terms of control efforts and too
aggressive for our control objective. Thus, the bounds of
the poles are defined as

0.1 ≤ τi ≤ 2.710 (18)

There exist a solution for all C(s) (7) if and only if the
pair (A,B) is controllable, which is assumed here. In the
case of a Single-Input system, the solution is unique. In the
case of Multi-Input systems as studied here, the number
of free component of the matrix K is greater than the n
eigenvalue constraints. Accordingly, there exist an infinite
number of solutions, among which it is not trivial to define
an Optimal solution. In fact, depending on the process
dynamics, we might favor one particular configuration of
pole locations in the space (18) over another. The Linear
Quadratic (LQ) optimization scheme then composes an
alternative framework to define optimal values.

In contrast, we propose to use DRL to adapt these param-
eters for the control of an AUV, which consist in searching
for the best values possible within (18) based on the pro-
cess measurements. More precisely, our approach consist
in using a Deep Policy Gradient method [Sutton and Barto
(2005)] whose objective is to explore the space of poles (18)
in order to find at each time step the best values possible
(in this space) for each control input. The policy objective
is to adjust them based on the process variation and with
respect to a reward function which emphasizes the control
objective. This is denoted as a Direct method because the
controller parameters are adjusted directly without the
need for an estimation of any process parameters. With
this mapping (15), the learning action space is limited
to desired solutions in the poles space. This ensure that
for any pole values estimated by the ANN, the resulting
control law will maintain the poles of the controller in the
left half-plane.

This adaption is performed in closed loop and therefore
exploits an extensive state representation of the process.
We believe that this is highly beneficial to the parameters
adaptation which is hence able to capture a large variety
of appropriate poles. In the well known original Direct
Adaptive Pole-Placement (DAPP) suggested by H. Elliott
[Elliott (1981), Elliott et al. (1982)], there is neither an
explicit reference model nor an error beteen the reference
model output and system. The desired dynamical behavior
is used implicitly in the process of indirect identification. In
our version of DAPP, there is no parameters identification
and the desired behavior is solely characterize by a reward
signal, making its design a critical task.

5. REINFORCEMENT LEARNING FRAMEWORK

Reinforcement Learning (RL) is a subclass of Machine
Learning methods where a learning agent that is evolving
in an environment has to learn how to take optimal actions.
The agent interacts with its environment by executing at
each time step action at ∈ A from state st ∈ S which
makes it transit to a new state st+1 ∈ S. This transition
produces a scalar value rt ∈ R known as the reward. The
sequence of T actions and T +1 states in the environment
may be framed as a Markov Decision Process [Howard
(1960)] along a trajectory ζ = (s0, a0, s1, a1, . . . , aT−1, sT ).
This stochastic process is completely defined by p(ζ) in-
volving the initial probability s0 ∼ p(s0), the policy πµ :
S → A parameterized by µ and the state transition proba-
bility p(st+1|st, at). The optimization problem historically
considered in RL is to estimate the policy π� which max-
imizes the expected return while following this policy:

π� = argmax JRL(πµ) (19)

where JRL(πµ) denotes the expected return along the
trajectory ζ as:

JRL(πµ) = E
ζ∼p(ζ)

[
T−1∑
t=0

rt

]
=

T∑
t=1

E(st,at)∼ρπµ
r(st, at) (20)

where ρπµ
is the state-action joint probability. In this arti-

cle, we propose to use the Policy Gradient algorithm [Sut-
ton and Barto (2005)] called Soft Actor-Critic which aims
at modeling and optimizing the policy directly.

It is composed of three key components:

(1) An Actor-Critic architecture [Konda and Tsitsiklis
(1999)] with separate values and policy networks.

(2) An off-policy formulation that enable the use of past
collected data with Experience Replay [Lin (1992)].

(3) Entropy maximization for improved stability and
exploration [Haarnoja et al. (2017)].

5.1 Soft Actor-Critic

The learning objective is here to estimate a policy πµ that
directly maps the pole locations from the AUV state in
order to reach the control objective:

πµ : st → [ τvx ; τvy ; τvz ; τroll ; τpitch ; τyaw ] (21)

where dim(τi) = 3, thus the dimension of the action space
is 18. These poles candidates are then applied to compute
the gains (15) that are used to derive the control law
(5) for each control inputs. For this purpose, we used the
algorithm named Soft Actor-Critic. It is denoted as a DRL
method because the parameter µ is estimated by an ANN.
Contrary to the classic DRL optimization objective (19),
the Soft Actor-Critic aims at maximizing the expected
return as well as the entropy of the policy:

JSAC(πµ)=

T∑
t=1

E(st,at)∼ρπµ
[r(st, at)+αH(πµ(.|st))] (22)

where
H(πµ(.|s)) = −

∑
a∈A

πµ(a) log πµ(a|s) (23)

The term H(πµ) is the entropy measure of policy πµ and
α is a fixed temperature parameter that determines the
relative importance of the entropy term (i.e. the trade-off
between reward maximization and entropy maximization).
By doing this, the policy is forced to explore sub-optimal
solutions (i.e. actions associated to similar high Q-Values)
until it identifies which ones are really better for the long
term maximization objective. This has been proven to
greatly improve the sampling efficiency of off-policy DRL
techniques [Haarnoja et al. (2017)]. The SAC method in-
cludes estimation of the Q-Value and State-Value functions
by ANNs whose parameters w and Ψ are respectively
updated to minimize the errors [Haarnoja et al. (2018)]:

JQ(w) =E(st,at)∼D

[
1

2

(
Qπµ

w (st, at)−
(
r(st, at)

+ γEst+1∼ρπ(s)[V
πµ

Ψ̄
(st+1)]

))2
] (24)

JV (Ψ) = Est∼D

[1
2
(VΨ(st)− E[Qπµ

w (st, at)

− log πµ(at, st)])
2
] (25)

where w and Ψ̄ respectively, denote the parameters of the
Q-Value and State-Value networks. The ANN estimated
parameters µ of the policy function are updated in order
to minimize the expected Kullback-Leibler divergence:

Jπ(µ) = Est∼D

[
DKL

(
πµ(·|st)

∣∣∣∣
∣∣∣∣
exp(Q

πµ
w (st, ·))

Z
πµ
w (st)

)]
(26)

5.2 State vector

At each time step, the agent captures an observation vector
of the process ot as described below:

ot = [ at−1 ; O ; V ; Ω ; ui ; ei ; eL2
] (27)

where at−1∈R18 are the estimated pole values (21); the
Euler orientation of the vehicle are O = [φ, θ, ψ]; its linear
and angular velocities are respectively V = [vx, vy, vz] and
Ω = [ωφ, ωθ, ωψ]; the vector ut ∈ R6 is composed of the
current PID controller outputs, ei ∈ R6 are the errors
on each setpoint and eL2

is the Euclidean distance to the
steady-state as in (30). Due to latencies and uncertainties
in the process, the dynamics can become non-Makorvian
which significantly degrade the learning performance. For
this reason, we construct the state vector out of the current
and past 4 observation vectors, thus dim(st) = 200.

5.3 Artificial neural network architecture

Five multilayer perceptron networks are trained in order
to minimize the above loss functions (24)-(26). Four of
these include a Policy network, two Q-value networks and
a State-Value network. They respectively take as input,
the state (st), the pair of state and actions (st, at), and
the state (st) vectors. The two Q-Value networks are
used to reduce the overestimation bias of Actor-Critic
methods [Hasselt et al. (2016), Fujimoto et al. (2018)].
The minimum between the two Q-Value estimates is used
to compute the losses of the State-Value (25) and Policy
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(26) networks. A fifth network, a separate target State-
Value network that slowly tracks the actual State-Value
network is employed and updated using an exponentially
moving average with a smoothing constant Υ = 5× 10−3

as in [Lillicrap et al. (2016), Mnih et al. (2015)].

The networks are trained simultaneously using Gradient
descent and Adam [Kingma and Ba (2015)] as optimizer.
Each network is composed of two hidden layers of 256
hidden units. The Leaky ReLU [Xu et al. (2015)] activation
function is applied to all the hidden layers, Tanh is
applied to the output layer of the Policy network while
no activation functions are applied to the final layers of
the critics. The learning rate is fixed and equal to 3×10−4

for all networks [Haarnoja et al. (2018)] and with γ = 0.99
for (24). The following addition to the first version of the
SAC algorithm has been made:

(1) Because value estimates tend to overestimate when
the policy is poor, and the policy tends to be poor if
the value estimate itself is inexact, we delay their up-
dates by updating the target State-Value and Policy
networks after a fixed number of updates d = 2 to the
critics as proposed in [Fujimoto et al. (2018)].

(2) Batch normalization [Ioffe and Szegedy (2015)] is used
before the Leaky ReLU layers of each networks as
suggested in [Lillicrap et al. (2016)].

(3) To improve exploration, we use a purely random
policy for the first 50, 000 time steps. Then, we add to
each action an uncorrelated Gaussian noise N(0, 01).

Mini-batch gradient descent is applied at each time step
with a mini-batch size of 256 past transitions, randomly
sampled from a replay buffer of maximum size 106 and
with the CER technique [Zhang and Sutton (2017)].

5.4 Reward function

In accordance with the control objective, the following
reward function is introduced:

r(st) =

{
rsucceed if ∀t ∈ [t−100; t], |ei(t)| ≤ χ,

rregulation, otherwise.
(28)

The reward signal rregulation is a binary reward signal
defined as:

rregulation =

{
20× e−(eL2

)2 if dtei(t) > 0,

−20, otherwise.
(29)

where eL2 is the Euclidean distance to the steady-state:

eL2 =

√√√√
i=dim(u)∑

i=1

e2i (t) (30)

and dtei(t) is the derivative of the error ei computed over
two time steps such as:

dtei(t) = e2i (t− 1)− e2i (t) (31)

This reward function highly recompenses error decrease
and penalizes any deviation from the Euclidean path to
the steady-state. If the control objective is met, the reward
rsucceed = 500 is generated which ends the current episode.

5.5 Training scenario

The training consisted in performing a total of 1 million
time step iterations. Each episode has a maximum length
of 300 time steps (equivalent to 20 seconds). This pa-
rameter also required tuning because depending on the
problem, an overflow of steps can highly degrade and slow
the learning, while too few steps often cause the policy to
over-fit. A training episode is defined as follow:

(1) At the beginning of the episode the AUV is initialized
at the position (x0, y0, z0) = (0, 0,−40) with null ve-
locity and a random orientation (ψ0, θ0, φ0) ∈ [−π

4 ; π
4 ].

(2) A random set of current variables is generated such
as vc ∈ [0, 0.5] and [hc, jc] ∈ [−π

4 ; π
4 ] which are then

kept constant during the episode.
(3) A random vector of setpoints is generated such that

Λref = [vx, 0, 0, 0, 0, 0]
T with vx ∈ [0.5, 1.5].

(4) Then, the off-policy exploration strategy is used and
the episode ends when the step number reaches 300
or rsucceed is generated.

The PyTorch framework [Paszke et al. (2019)] was used
along with the CUDA toolkit [Nickolls et al. (2008)] and
an RTX 2070 GPU card, allowing us to perform the
training in approximately 18 hours. Note that the Gazebo
simulation is run here at a real time factor, therefore this
training time could be further reduced.

5.6 Evaluation scenarios

We defined three evaluation scenarios based on the char-
acteristics of the process:

• Scenario 1: the setpoints are fixed during the whole
episode while the sea current variables vary.

• Scenario 2: the sea current variables are fixed during
the whole episode while the setpoints vary.

• Scenario 3: both sea current variables and setpoints
vary during the episode.

When varying, these variables have the form:

[vx, hc, jc, vc] = D1 × sin(D2 × t) +D3 (32)

with D1 ∈ [0.1; 0.25], D2 ∈ [0.5; 1] and D3 ∈]1; 1.25] for
[vx] and D1 ∈ [0.25; 1], D2 ∈ [0.5; 1] and D3 ∈]0; 0.5]
for [hc, jc, vc] randomly chosen. The evaluation consists in
performing 500 episodes for each scenario with a maximum
step size per episode of 500 and different from each other
in terms the above mentioned variables.

6. SIMULATION RESULTS

6.1 Evaluation outcomes

As a benchmark, we used the optimal PID controller
provided in the UUV Simulator to show the benefits of our
approach. It is a 6-DoF PID controller whose parameters
have been optimized using SMAC [Hutter et al. (2011)].
Both controllers are therefore based on the exact same
structure (PID type control law) for a fair comparison.
Evaluation outcomes are provided in the table 1. To
compare the controllers performance, we use the following
metrics: the success rate, the mean reward per step and

Controller performance
Scenario
number

Controller
type

Success
rate

Mean
reward
per step

Positive
reward
rate

1 Optimal PID 0.22 9.398 0.753
DRL-DAPP 0.88 15.139 0.917

2 Optimal PID 0.07 -1.226 0.503
DRL-DAPP 0.79 12.11 0.872

3 Optimal PID 0.05 0.878 0.540
DRL-DAPP 0.56 6.2 0.810

Table 1. Simulation results.

the positive reward rate (i.e. the rate of actions that made
the error decreased) computed over all episodes for each
scenario. We can see that the optimal PID is not able
to complete the task despite its ability at keeping the
error very low. The numerous variation in the process
makes the task of maintaining the error within a threshold
extremely hard for a controller with fixed parameters. Our
method, on the other hand demonstrates better results
with a higher success rate and mean reward per step
especially for scenario 1 and 2. However, the performance
of our controller is limited on scenario 3 with a success
rate almost equal to 50%. This could be explained by the
fact that during training, the robot was facing constant
currents and setpoints only and therefore failed to build a
policy that can complete the task when they both vary.

7. CONCLUSIONS

In this paper we have presented a direct tuning scheme
for the adaptive control of an AUV under unobservable
disturbances. We proposed a new application of the SAC
algorithm to perform adaptive Pole-Placement. Although
the stability analysis is limited to the controller, our
mapping provides some guarantees on the outputs of the
neural network, which is often highlighted by the control
community as a major concern toward the use of such
methods in the real world. Finally, we demonstrated the
benefits of our approach with simulated comparison to the
model-based optimal counterpart of our control structure.
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